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LLM training is really memory intensive
E.g. Training an 8B model (bsz=1, seq=1024, gpus=8) takes 175GiB of GPU memory
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FlashOptim reduces training memory

Two key ideas: Weight splitting - parameters 32bit 2> 24bit, and
Companded quantization - optimizer states 32bit > 8.5bit

B Activations

W Parameters W Optimizer State

Reference q 7:2¢7 FP32 175 GiB

FlashOptim 113 GiB

0 50 100 150 200
Memory (GiB)



1. Weight Splitting

Reducing parameter precision



Parameter representation
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Downcasting errors

Casting back to FP32 introduces a reconstruction error € = |z — Z|

The error magnitude is bounded by half ULP . ¢ {_ U;P’ U;P}
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Weight splitting

The distribution of casting errors is uniform, we rescale the

error and store as an Integer format (INT8 or INT16) as part of
the optimizer state
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2. Companded Quantization

Reducing optimizer state precision



How does grouped quantization work?

Split tensors into groups of size G, normalize and cast to int8 (e.g. G=32)
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How does grouped quantization work?

But, linear quantization assumes uniformly distributed data — however, optimizer states

do not follow this assumption
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By companding, we are effectively doing non-uniform rounding.

We visualize this by plotting f~*(Round(f(z)))
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We collected lots of FP32 optim states and tested many functions — these were the best
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Experimental Results

Tasks

« Vision Pretraining — ResNet-50 on ImageNet ILSVRC2012
« LLM Pretraining — GPT-2 on FineWeb-10B, eval with ICLs (HellaSwag, Arc, &c)
* LLM Finetuning — Llama-3.1-8B on OpenMathlinstruct-2, eval with GSM8k

Optimizers — AdamW, Lion, SGD
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Models converge identically despite the reduced precision in weights
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Accuracy

Models trained with
FlashOptim match the
reference optimizers

in all settings

Task Optimizer Score
SGD 77.01 £ 0.02
Vision Classification Flasho Gl JU-1E s mee
AdamW 75.51 +0.09
FlashAdamW 75.67 + 0.04
AdamW 44.0 + 0.4
LLM Pretraining FlashAdamW 450 +1.0
Lion 44.0 + 05
FlashLion 447 + 05
. . AdamW /5.1 +04
=LA PRI FlashAdamW  75.0 + 0




Memory trace

Bl Parameters Bl Optimizer State B Gradients =& Activations

AdamW FP32 FlashAdamW BF16 + INT8

0 200 400 600 0 200 400 600
Memory allocation events (3 training steps)

Total allocated GPU memory (GiB)



Memory (Llama-3.1-8b)

We get 50% param associated memory reduction, 36% peak memory reduction,

and 57% checkpoint size reduction — with no slowdown in optim step times

Params Optim Peak Step
Variant GiB A GiB A GiB A ms
Reference 29.9 59.8 175.2 10.2
FlashOptim 15.0 50% 234 -61% 1127 -36% 94

Kahan Splitting (Zamirai, 2020) 15.0 -50% 44.9 -25% 134.2 -23% 15.8
8-bit AdamW (Dettmers, 2022) 29.9 15.2 -75% 130.6 -25% 31.9




TL,;DR

FlashOptim reduces peak training memory at no

quality cost

« General mechanism for splitting weight precision

- Better quantization transforms for optimizer states
« No efficiency/quality tradeoff

« Fused kernels introduce no wall-clock overhead

- Tested in distributed training (FSDP)

ource code and paper available at

ttps://github.com/databricks/flashoptim
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Abstract

Standard mixed-precision training of neural networks
requires many bytes of accelerator memory for each model
parameter: These bytes reflect not just the parameter itself,
but also its gradient and one or more optimizer state vari-
ables. With each of these values typically requiring 4 bytes,
training even a 7 billion parameter model can be impractical
for researchers with less than 100GB of accelerator memory.

We introduce FlashOptim, a suite of optimizations that
reduces per-parameter memory by over 50% while preserv-
ing model quality and API compatibility. Our approach
introduces two key techniques. First, we improve master
weight splitting by finding and exploiting a tight bound
on its quantization error. Second, we design companding
functions that greatly reduce the error in 8-bit optimizer
state quantization. Together with 16-bit gradients, these
techniques reduce AdamW memory from 16 bytes to 7 bytes
per parameter, or 5 bytes with gradient release. They also
cut model checkpoint sizes by more than half

Experiments with FlashOptim applied to SGD, AdamW,
and Lion show no measurable quality degradation on any
task from a collection of standard vision and language bench-
marks, including Llama-3.1-8B finetuning.

1. Introduction

Recent advances in deep learning have been driven
largely by scaling: larger models trained on more data
consistently yield better results across language (Kaplan
et al., 2020; Hoffmann et al., 2022; Chowdhery et al.,
2023) and vision (Rosenfeld et al., 2019; Tan and Le, 2019;
Dehghani et al., 2023) domains. Training large models
can require a great deal of accelerator memory, with cach
training iteration requiring memory to store parameters,

*Equal contribution

Table 1: Memory per parameter (bytes) for model
training. FlashOptim reduces Adam from 16 to 7 bytes
and SGD from 12 to 6 bytes. (+) With gradient release, we
further reduce total memory requirements by 2 bytes.

Tensor SGD FlashSGD Adam FlashAdam
Master Weights 4 2 4 2
Weight Correction 1 1
Gradients 4 209 4 2004
Momentum 41 1
Variance 4 1

Total 12 6@4) 16 7(5%)

activations, gradients, and optimizer state.

How much memory do these tensors require? Table 1
shows a typical breakdown. Excluding activations, which
scale with batch size rather than parameter count, training
with Adam uses about 16 bytes per parameter. Training a
7-billion-parameter LLM therefore requires at least 112GB
of accelerator memory, plus more memory for activations.

Several approaches mitigate this memory consumption
Distributed training with tensor sharding (Rajbhandari et al.,
2020) divides the memory load across multiple accelerators.
While this is standard practice in well-resourced organiza-
tions, it requires access to multiple accelerators that many
practitioners lack. Another alternative is to perform CPU
offloading (Ren et al., 2021), which moves some tensors to
host memory at the cost of added overhead and complexity.
Third, parameter-efficient methods (Li and Liang, 2021; Hu
et al., 2022) reduce trainable parameters by freezing most
weights and training either a small subset of the original
weights or a small set of new auxiliary weights, but funda-
mentally alter the training dynamics (Biderman et al., 2024).

In this work, we describe FlashOptim, a set of techniques
to reduce parameter-associated memory in common deep
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